
最適化：観測とモデルの差を最小化するような曲線を速さ（v）と位置ベクトル（x）をそ
れぞれニューラルネットワークで求める。例えば速さを推定する目的関数は、

擬似データ（図３）：３軸非対称のLogarithmic potential の元で、恒星ストリームを生成

【アブスト】 銀河系の重力加速度場を、恒星ストリームの観測データから直接推定する手法を提案する。従来は、特定の重力ポテンシャルのモデルを

仮定した上で、ストリームに所属する星の現在の位置と速度から母天体の軌道を計算し、ストリームの形状を最もよく再現するモデルパラメータ（e.g. ス
ケール半径、軸比）を推定するのが一般的だった。それに対して今回の手法は、重力ポテンシャルのモデルを仮定せず、ストリームに沿って星の位置と
速度が滑らかに変化するを制限として、観測データ（3D位置、3D速度）をフィットする。この手法を模擬ストリーム観測データに適用すると、３軸不等の重
力ポテンシャルをよく再現できるだけでなく、より複雑な重力ポテンシャルも再現可能であることを示した。
【ゴール】 【オリジナリティ】
【ロジック】

重力ポテンシャルの関数形の仮定なしで、ストリーム星の各位置での重力加速度を得られる

GAゼミ@20220630 石垣

銀河系重力ポテンシャルの制限

Charting Galactic Accelerations with Stellar Streams and Machine Learning : Nibauer et al.  (arXiv: 2205.11767)

I. 背景: ・ 恒星ストリームは矮小銀河や球状星団が銀河系の重力ポテンシャルで潮汐破壊して形成される。ストリームは母天体である銀河・星団から離
れると、銀河系の重力ポテンシャルの影響を受けて運動する。そのため、トレーサー天体の少ない銀河系ハローでの重力ポテンシャルを測定する上で、
貴重な天体となっている。

・ 従来の方法では、特定の重力ポテンシャルのモデルを仮定し、その元でストリーム星の軌道を計算し、観測と最も合うモデルパラメータを制限する、と
いう手法が使われてきた。この場合、ストリームを構成する星々が全て同じ軌道エネルギーをとるのが前提となっていて、現実を再現していない（図１）

データを最大限活用できる上で画期的。誤差やデータの欠けにどれだけ対応できるか？

II. 手法（図２）
前提 （１）ストリームの各位置での接線方向は、その位置の速度ベクトルの方向
と同じ、（２）ストリーム星の位置と速度は、ストリームに沿って単調増加する座標
（例えば𝜙!）の滑らかな関数として、表される。

III. 結果（図４）
図5： 従来のOrbit Fitting の方法（赤、水色）に比べて、今回の手法（緑）は仮定した重力ポテンシャ
ルが生成するストリーム各点での加速度（黒）をよく再現している。Orbit fitting では、仮定する関数
形が実際と違っている場合（水色）にバイアスが大きい。
図6：得られた６つのストリームでの加速度分布から、Logarithmic potential のモデルパラメータを推
定できる。より複雑な重力ポテンシャルを再現することも可能。

【コメント】

図6

14

�150 �100 �50 0 50 100
0

10

20

30

40

50

60

70

80

�
2

[d
eg

]

Orbit Fitting

�150 �100 �50 0 50 100
0

2

4

6

8

µ
�

1
co

s�
2

[m
as

/y
r]

�150 �100 �50 0 50 100
�2.0

�1.5

�1.0

�0.5

0.0

0.5

1.0

1.5

µ
�

2
[m

as
/y

r]

�150 �100 �50 0 50 100

�100

�50

0

50

100

µ
r

[k
m

/s
ec

]

�150 �100 �50 0 50 100

4

6

8

10

12

14

16

18

20

di
st

.
[k

p
c]

�150 �100 �50 0 50 100

�1 [deg]

0

10

20

30

40

50

60

70

80

�
2

[d
eg

]

This Work

�150 �100 �50 0 50 100

�1 [deg]
0

2

4

6

8

µ
�

1
co

s�
2

[m
as

/y
r]

�150 �100 �50 0 50 100

�1 [deg]
�2.0

�1.5

�1.0

�0.5

0.0

0.5

1.0

1.5

µ
�

2
[m

as
/y

r]

�150 �100 �50 0 50 100

�1 [deg]

�100

�50

0

50

100

µ
r

[k
m

/s
ec

]

�150 �100 �50 0 50 100

�1 [deg]

4

6

8

10

12

14

16

18

20

di
st

.
[k

p
c]

�100 �75 �50 �25 0 25 50 75

�1 [deg]

0

20

40

60

�
2

[d
eg

]

�400

�200

0

200

400

�
E

[k
m

2 /
s2 ]

Figure 6. Top Row: Mock stellar stream generated in a triaxial logarithmic potential using the “particle-spray” method
introduced in Fardal et al. (2015). �1 and �2 are angular coordinates which are rotated with respect to the standard equatorial
frame. Stream particles are binned by their angular positions, and color-coded by the mean energy relative to the progenitor
(around �1 ⇡ �75 deg). For a small band of width ��1, tracers have a locally similar mixture of energies at slightly di↵erent
phase-angles. Middle Row: We fit an orbit to the stream illustrated in the top row using a standard �2 fitting routine. The
binned stream measurements are illustrated by the black points with 1� error bars, while the red curve is the best fit orbit in
the logarithmic potential from Eq. 15. Bottom Row: The black points with error bars and the gray curve are the same as the
points and red curve in the middle panel (orbit fitting). We overplot our stream parametrization, color-coded by the energy of
the stream track in the ground-truth potential, relative to the progenitor. The color-bar for the bottom row is the same as in
the top row. Our method does not require that the stream traces a path of constant energy in any potential, and captures the
slowly evolving energy gradient seen among the stream in the top row.

the potential, generative methods often require a reli-
able, e�cient prescription for stream formation. Our
method does not require these assumptions or modeling
capabilities. Instead, the approach introduced in this
work assumes that contiguous segments of the stream
are composed of stars with a similar mixture of ener-
gies. Hence the change in energy along the stream is
small, though not necessarily zero.

We next illustrate the bias induced by assuming that
stellar streams trace orbits in the galactic potential,
and how this bias is alleviated with our approach. We
also illustrate bias in estimated accelerations as a result
of adopting a slightly incorrect functional form for the
galactic potential. To accomplish these experiments, we
use the stream illustrated in the top row of Fig 6. This
stream is typical in our simulations, and its progenitor is
clearly still prominent. In real data, such a stream would
be a strong candidate for orbit fitting, since the present

day phase-space coordinates of the progenitor can be in-
tegrated forward and backward in a specified potential,
adjusting model parameters until the orbit passes well
through the stream. We carry out this exercise on the
synthetic stream in Fig. 6 (top row), using the current
phase-space coordinates of the progenitor and 25 other
stars at the trailing tail of the stream as trial initial
conditions.

Given that we generated the streams used in this anal-
ysis, we are at a distinct advantage of choosing an ac-
curate model for the galactic potential. Of course, on
real data it is unclear what parametrization should be
adopted. We therefore integrate trial orbits in two po-
tentials. The first is the correct model for the potential,
Eq. 15, with model parameters � = (vc, rh, q1, q2, q3).
The second is an axisymmetric version of the same po-
tential, with fixed parameters q1 = q2 = 1. We allow
q3 to remain a free parameter, characterizing the z-axis
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Figure 7. The inferred acceleration field in the neighborhood of the stream in Fig. 6 for two methods: orbit fitting (red and
cyan), our approach (green), while the ground-truth acceleration a(�) is plotted in black. The red curve, derived from orbit
fitting, assumes the correct model for the galactic potential. The cyan curve assumes an incorrect axisymmetric functional form
for the potential. We find orbit fitting can yield a biased estimate of the acceleration field along the stream, since it incorrectly
assumes that the stream is characterized by an isoenergy curve in phase-space. Adopting an imperfect model for the galactic
potential is also found to yield biased estimates of the acceleration field. Our method is less restrictive, and captures the slowly
evolving energy gradient among stream particles as illustrated in Fig. 6 (bottom row). We also do not require an intermediate
model for the galactic potential.

flattening. This is a common choice for the potential
in previous works, which have applied orbit fitting to
real stellar streams (e.g., Koposov et al. 2010). Trial
orbits are integrated in the two potential models sep-
arately, and compared to binned stream measurements
in a rotated ICRS frame. Model parameters are ad-
justed until the �2 between the observed stream and
integrated orbit is minimized for each initial condition
using a Scipy (Virtanen et al. 2020) optimizer. This ap-
proach is similar to Koposov et al. (2010), where orbit
fitting is used to constrain a potential model from the
GD-1 stream. The best fit orbit for the stream in Fig. 6
(top panel) using the correct model for the galactic po-
tential is illustrated in the middle row of Fig. 6 in red,
where the orbit is plotted in a rotated ICRS frame. The
quantities µ�1 , µ�2 , µr, and dist. indicate the two proper
motion components, radial velocity, and distance along
the orbit, respectively. Binned stream measurements
are shown by the black points with error-bars, where
the error-bars are derived from the intrinsic scatter of
stream observables in each �1 bin.

We find that the 5-parameter potential, Eq. 14, is flex-
ible enough to generate an orbit which passes through
the binned stream measurements. However, because the
stream does not actually delineate an isoenergy curve,
the resulting best fit orbit and corresponding potential
yield estimates of the acceleration field which are not
necessarily accurate. We illustrate this bias in Fig. 7,
where we compare our inference of the acceleration field
along the stream (green) to orbit fitting (red) against the
ground-truth acceleration (dashed black curve) for the
cartesian components a = (ax, ay, az). The cyan curve

is the result of integrating trial orbits in an incorrect
axisymmetric model for the galactic potential as previ-
ously described. We include this curve to illustrate bias
induced by adopting an incorrect functional form for the
potential. Both the red and cyan orbit-fitting curves are
taken from the negative spatial gradient of the best-fit
potential corresponding to the best-fit trial orbits (e.g.,
Fig. 6 middle row). Contrasted with orbit fitting, our
method allows for the possibility that globally, streams
depart from a single orbit. Indeed, for most regions of
the stream in Fig. 7, the true acceleration components
and the components inferred from our method are sim-
ilar. Furthermore, our method does not require priors
on the functional form of the potential: this enables in-
creased flexibility and significantly reduces systematic
errors from adopting an incorrect model for the galactic
potential. Fluctuations in the inferred accelerations are
attributed to model uncertainty in our neural network
based-fits, which we intend to quantify in a future work
using variational inference. We also note that for some
streams analyzed in this work, orbit fitting can provide
unbiased estimates of the acceleration field along the
given stream under the correct model for the potential.
However, all streams yield biased constraints on local
accelerations under the incorrect functional form for the
galactic potential. Substantially increasing the flexibil-
ity of the potential by adding more model parameters is
one possible solution, though this is also found to yield
noisy estimates of the local acceleration field when using
orbit-fitting techniques.

In Fig. 6, bottom row, we show our parametrization
of the stream track in the same rotated ICRS frame,
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5.1. Constraining an Analytic Potential

In this section we fit an analytic model for the poten-
tial to our estimate of the acceleration field along the
six independent streams in §3.2. A wide range of para-
metric models have been used to describe the Galactic
potential. Choosing the wrong model can lead to bias
(Bonaca et al. 2014, and our Fig. 7), making model se-
lection an important step in constraining the potential.
For real data, it is not obvious what model should be
adopted beforehand. On simulated data we are pro-
vided with a distinct advantage: we know the correct
analytic form of the potential. Therefore, in this section
we adopt the correct analytic form of the ground-truth
potential, Eq. 15, and allow its parameters to vary. How-
ever, we emphasize that our analysis enables the use of
model comparison techniques without the added compu-
tational cost of simulation based inference or generative
modeling. A detailed statistical model comparison of the
Milky Way potential using stellar streams and e.g. the
Bayesian evidence framework has not yet been carried
out. This is likely due to the large computational cost of
generating a new set of simulations for each model and
its corresponding parameter grid. Because our analysis
constrains accelerations rather than the potential, it en-
ables us to compare analytic potential fits rapidly. We
intend to explore this aspect of our method in a future
work with data from real stellar streams.

We constrain the logarithmic potential in Eq. 15 with
the five parameters � = (vc, rh, q1, q2, q3) using a Scipy

(Virtanen et al. 2020) non-linear least-squares optimizer.
In particular, we minimize the �2

�2 =
X

i

ka (xi) + r�
�
xi|�

�
k2

�2
i

, (16)

over the parameters �, where �2
i are the estimated un-

certainties on the inferred acceleration field at each eval-
uation point xi. In §3.2, we discuss how variational
inference can be used to obtain an estimate of this
uncertainty, though we set all �i ⌘ 1 for now. We
estimate errors on the model parameters � by boot-
strap resampling the inferred acceleration field along
each stream. In particular, we minimize Eq. 16 by
sampling the acceleration field at 100 random positions
across all streams. We repeat this many times, min-
imizing Eq. 16 for each realization to estimate errors
on the best fit model parameters. We impose the con-
straints vc 2 [50, 400], rh 2 [.2, 10], qi 2 [0.1, 5] for
i = 1, 2, 3. These constraints are not strictly necessar-
ily, though aid in optimization since the logarithmic po-
tential in Eq. 15 is degenerate in rh and the flattening
parameters q1, q2, q3. That is, if one replaces rh with
↵�1rh and (q1, q2, q3) ! (↵q1, ↵q2, ↵q3) in the potential
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Figure 8. Constraints on model parameters for the logarith-
mic potential in Eq. 15. Parameter constraints are derived
from the estimated acceleration field along the six mock-
streams analyzed in §3.2. Contours correspond to regions of
68 and 95% confidence, and gray lines depict the true under-
lying parameter values.

(Eq. 15) for any constant scale factor ↵ > 0, then �
changes by an additive constant. However, the underly-
ing accelerations remain unchanged.

The resulting distribution of best-fit parameters is il-
lustrated in Fig. 8, where grey lines indicate the true
parameter values and contours correspond to regions of
68 and 95% confidence. From Fig. 8, we find that our
method for estimating the local acceleration field along
independent streams provides combined parameter con-
straints which fall within the 68% region of the true po-
tential parameters. Adopting di↵erent analytic models
for the potential � in Eq. 16 is straightforward to im-
plement, since our estimate of the acceleration vector,
a, along each stream is independent of any particular
parametrization of the potential.

5.2. Constraining a Flexible Potential

The true Galactic potential and its dark halo are
not necessarily well captured by simplified analytic (e.g.
spherical) models (Allgood et al. 2006; Law et al. 2009;
Vera-Ciro et al. 2011; Rojas-Niño et al. 2015; Alexander
et al. 2020; Bonnet et al. 2022; Garavito-Camargo et al.
2021). Therefore, model selection becomes an impor-
tant step in constraining the galactic and halo potential
from stellar streams. Provided that the data have strong
constraining power, flexible models for the gravitational
potential have the ability to capture a diverse range of
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ficiently. In brief, particles are released from the pro-
genitor near its Lagrange points for each step of an or-
bit integration. Released particles are then integrated
forward in the background potential of the galaxy, and
that of the (evaporating) progenitor system. This pre-
scription has been shown to reproduce several detailed
features of streams generated in realistic N�body sim-
ulations (e.g., stream fanning and morphology; Fardal
et al. 2015), and has been utilized extensively in other
studies of stellar streams (e.g., Valluri et al. 2021; El-
Falou & Webb 2022; Qian et al. 2022).

For the galactic potential, we adopt a triaxial loga-
rithmic potential of the form

�(x, y, z) =

1

2
v2c log

"
R2

h +

✓
x

q1

◆2

+

✓
y

q2

◆2

+

✓
z

q3

◆2
#

. (15)

We choose this potential not because it is necessarily
representative of the actual Milky Way halo. Rather, if
no two of the qi are equal, the potential will not be well
matched to commonly-used axisymmetric models. We
adopt q1 = 1, q2 = 1.3, q3 = 0.9, Rh = 2 (the lengths
Rh, x, y, z being measured in kpc) and vc = 150 km/s.
We model the progenitor system as a Plummer-sphere
potential with a mass of 2.5 ⇥ 104 M� and a Plummer
radius of 4 pc. We initialize the progenitor system with a
randomly sampled position in a 3-dimensional box with
a side length of 30 kpc. Initial velocities are sampled
such that the initial speed is less than or equal to the
local circular velocity.

We generate 6 streams using this method, giving rise
to a diverse range of tidal debris. The progenitor’s
orbit is integrated forward for 6 Gyr in timesteps of
dt = 1 Myr, with two particles being released near the
progenitor’s Lagrange points at each time-step. An ex-
ample of one generated stream is illustrated in the top
panel of Fig. 6, in a rotated angular coordinate frame.
Stream particles are colored by their energy relative to
that of the progenitor.

Our method assumes that the local elongation of a
given stream is tangent to the local motion of its trac-
ers. For systems where the progenitor globular clus-
ter is still intact, particles released from opposing la-
grange points lead to sharp morphological features for
which our assumptions are challenged (for example, the
progenitor cluster has not fully disrupted in Fig. 2;
�1 ⇡ �35.5 deg). We therefore remove the progeni-
tor from our analysis on simulated data to avoid fitting
this feature. For real stellar streams, only a few systems
have progenitors that can still be observed (see, e.g.,
Pal-5, Erkal et al. 2017; Globular cluster NGC 5466,

Figure 4. Black scatter points depict the speed of tracer
particles for the unwrapped stellar stream illustrated in
Fig. 3 (top and bottom panels). The red curve is our
parametrization of the speed, fit with a neural network v'(�).

Belokurov et al. 2006; Grillmair & Johnson 2006). The
progenitors of the vast majority of streams discovered
so far appear to have dissolved (Ibata et al. 2019; Shipp
et al. 2019; Riley & Strigari 2020; Bonaca et al. 2021).
For systems with a prominent progenitor, we anticipate
removing this segment of the stream to avoid bias. How-
ever, for the majority of observed streams we do not ex-
pect the progenitor to have substantial remnants. After
removing progenitors, we also remove ⇠ 1.5% of trac-
ers from the extended tidal tails of a given simulated
stream, since it is unlikely that such extended tracers
would be deemed stream members with statistical con-
fidence. Furthermore, the quality of our derivative esti-
mation will su↵er in the limit of having only a few (. 10)
tracers to infer dynamical changes along the stream.

These cuts are fiducial, and we find that our results are
robust to small variations around these analysis choices.
The typical number of stream tracers is ⇠ 7000 af-
ter these cuts. However, our method is applicable to
streams with a significantly smaller number of measured
tracers, and can interpolate over missing information.
We demonstrate this advantage of our method in §4,
where we estimate the acceleration field along an inter-
mediate segment of a given stream without measuring
its tracers.

3.2. Sampling the Galactic Acceleration Field

We now apply our method introduced in §2 to six stel-
lar streams generated in a triaxial logarithmic potential.
We utilize the full 6d phase-space coordinates of stream
tracers here, though we comment on the applicability of

図5
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for which our assumptions are most completely satisfied
given the observed data (see §2.2 for details).

We emphasize that while Eq. 3 is valid for a stellar
orbit in the galactic potential, it does not necessarily
imply that the parametrized track (x(�),v(�)) is that
of any particular orbit in the underlying potential. In
fact, provided that the mean IoM of neighboring small
patches of a stream are locally similar, the parametrized
track as a whole is not required to delineate a path of
constant energy in any potential whatsoever. This is
because while stream tracers typically fall along similar
orbits locally, distinct segments of a stream separated by
substantial phase angles may have significantly di↵erent
energies (as well as other IoMs) and therefore di↵erent
orbits. We demonstrate this major advantage of our
analysis in §4.

We next define the scalar path length s, which repre-
sents the path of the stream track with dimensions of
length. Explicitly, this quantity can be expressed as a
function of the scalar parameter � as follows:

s(�) =

�Z

0

d�̃

s✓
dx

d�

���
�̃

◆2

+

✓
dy

d�

���
�̃

◆2

+

✓
dz

d�

���
�̃

◆2

=

�Z

0

d�̃

s
dx

d�

���
�̃

· dx

d�

���
�̃
,

(4)

where we have used x = (x, y, z) and �̃ is the integration
variable. Following the discussion above, we identify
x(�) locally with an average particle trajectory x(t), the
velocity v(�) with dx/dt, and ds/dt with kv(t)k. Ap-
plying the chain rule, the local correspondence between
� and time is then

d�

dt
⌘ kvk

ds/d�
. (5)

With this correspondence, the local particle acceleration
is obtained as

a ⌘ dv

dt
=

dv

d�

d�

dt
! dv

d�

kvk
ds/d�

.

In other words,

a(�̃) =
dv

d�

���
�̃

✓
dx

d�

���
�̃

· dx

d�

���
�̃

◆�1/2

kv(�̃)k, (6)

where �̃ is an evaluation point, and the term in paren-
theses is from Eq. 4. Consequently, given a di↵erentiable
parametrization of the stream track in phase-space, the
acceleration vector along the track can be estimated us-
ing Eq. 6 without having to formulate a model for the
potential. This enables a substantial increase in flexi-
bility over previous methods, which require an analytic

form for the potential to be adopted. In this way, our
approach is agnostic to the functional form of the po-
tential. Furthermore, Eq. 6 is inherently local and does
not assume that distinct segments of a stream separated
by a substantial phase fall along the same orbit. We
demonstrate this quality in subsequent sections.

With Eq. 6, stellar streams can be used to sample
the galactic acceleration field directly. Samples of the
galactic acceleration field can be utilized to infer the
potential, �, through the relation

a(�) = �rx�
���
x(�)

. (7)

2.2. Fitting Stellar Streams

From a set of phase-space observations D =
{(xn,vn, �n)}Nn=1 of N stream stars at the present day,
a number of analytical and data-driven methods can
be employed to estimate a di↵erentiable parametrized
curve (x(�),v(�)) in phase-space, from which the ob-
servations are generated. These range from polynomial
fits, splines, to fully flexible neural network representa-
tions. In the subsequent sections we consider the latter
of these methods, since a neural network representation
allows us to flexibly describe the data while encouraging
smooth estimates of the underlying acceleration field. In
this section, we also assume that a suitable � for each
tracer has been assigned (e.g., using an on-sky position
angle), though we discuss a more general determination
of the � parameter in §2.4.

Given the separability of the tangent vector T from
the stream track speed kvk in Eq. 3, we fit the stream
track x✓(�) and speed v'(�) separately, where ✓ and '
are the parameters of the two independent neural net-
work representations of these quantities. We use a stan-
dard class of neural networks called multilayer percep-
tron (MLP) with a fully connected feed-forward archi-
tecture. The neural network x✓ maps a scalar input, �,
to a 3-dimensional position output (x, y, z). The net-
work v'(�)—which we refer to as the speed neural net-
work, or track speed—maps the same scalar input � to
a scalar output, representing the local speed of stream
tracers. We discuss the specific architecture of these
neural networks in Appendix B.

Fitting a MLP involves tuning the parameters of the
neural network until an objective function is optimized,
typically analogous to �2 fitting. For the case of the
speed neural network, v'(�), we adopt a mean-squared-
error loss function of the form

`' (') =
1

N

NX

n=1

wn

�
v'(�n) � vn

�2
+ hk'k22, (8)



図1 ストリームのN体シミュレーション： 保存量であるLz、Eは、複雑な分布をしているが、𝜙!
が近い星どうしは、𝐸 − 𝐿𝑧面上でも近いところに分布している。

図2: ニューラルネットワークを使った
ストリームモデルの構築の概念図
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Figure 2. N -body realization of a stellar stream in an axisymmetric halo potential. In the left panel, we plot a projection of the
N -body stream in angular coordinates. In the right panel, the stream is plotted in the space of energy and the z-component of
angular momentum, both of which are integrals of motion in a stationary axisymmetric potential. These quantities are plotted
relative to the progenitor cluster, shaded in gray. Outside of the progenitor, tracers are color-coded by their position angle, �1,
in the left panel. This angle increases monotonically along the stream, demonstrating that stream stars have locally similar
integrals of motion at slightly di↵erent phase angles. This figure is provided only for conceptual purposes; our method does not
model the energy distribution of stellar streams directly, nor does it work in the space of integrals of motion.

next. Consequently, while stellar streams do not trace
a single orbit in the galactic potential, they typically
consist of an ensemble of stars characterized by a locally
similar mixture of orbits. At a global level, however, any
two segments of the stream separated by a substantial
phase angle can have larger di↵erences in orbits.

Our analysis exploits this property of stellar streams:
that is, we assume adjacent small segments of the stream
are populated by an ensemble of stars with a similar
distribution in the space of IoM. The properties of this
distribution are allowed to evolve along the stream, al-
beit slowly. If two local segments of the stream have a
similar distribution in the space of IoM, then the mean
of the IoM distribution will not vary significantly with
small changes in phase angle along the stream. Under
this view, the mean path of a stream is characteristic of
many small orbital segments which have locally similar
IoM.

The local clustering of IoM in Fig. 2 (bottom right)
as a function of position angle �1 motivates us to fit the
mean dynamical properties of the stream as a function of
some underlying phase. We refer to this fit as the stream
track, which characterizes the local position and motion
of stream tracers as a function of e.g. position angle �1.
The stream track forms a curve in 6-dimensional phase-
space. We parametrize this curve in terms of the scalar
parameter �:

x = x(�)

v = v(�),
(1)

where x and v are position and velocity vectors, respec-
tively. In practice, we estimate x(�) and v(�) using
a neural network with parameters ✓. We discuss esti-
mating these quantities from phase-space data of stellar
streams in §2.2. However, in this section we suppress
dependence on ✓ for simplicity. Typically, � is taken to
be a position angle on the sky (e.g., �1 in Koposov et al.
2010 and Fig. 2, or ⇤ in Vasiliev et al. 2021).

Our central assumption is that stellar streams have lo-
cally similar mixtures of IoM at slightly di↵erent phase
angles. That is, the mean instantaneous motion of a
small stream segment will fall roughly parallel to the lo-
cal direction of the stream track. Mathematically, this
assumption implies the existence of a relationship be-
tween the parametrized stream track in position space,
x(�), and the parametrized track velocity, v(�). In par-
ticular, we define the unit vector tangent to the stream
track at scalar parameter � as

T (�) ⌘ x0(�)

kx0(�)k , (2)

where x0(�) ⌘ dx(�)/d�. If the velocity of an infinites-
imal segment of the stream track follows the local mor-
phology of the stream, this means

v(�) = T (�)kv(�)k, (3)

where kv(�)k is the local mean speed of stream trac-
ers at scalar parameter �. In practice, this relationship
(Eq. 3) between x(�) and v(�) is enforced through our
modeling, such that the best fit stream track is the one
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Figure 1. Illustration of our method and the underlying workflow. We plot an on-sky projection of a mock stellar stream in the
bottom left panel. The arrows in this panel indicate the projected velocity vectors of stars along the stream, where the nth star
has velocity vn. An ordering is then assigned to stars that populate the stream, as illustrated in the top left panel. Stars are
color-coded by the phase angle �, which increases monotonically along the stream from the trailing to the leading tail. Ordered
phase-space data is then fed to a neural network, which parametrizes a mean track, x✓(�), through the position of stream stars
along with a track speed. Both the stream track and track speed are parametrized in terms of the �-parameter. These fits
can be di↵erentiated and combined through Eq. 6 to estimate the cartesian components of the acceleration vector along the
stream directly. An intermediate model for the galactic potential never needs to be specified. During training of the neural
network, we encourage the condition that the tangent vector to the stream track falls roughly parallel to the local trajectory
of stream stars. We also encourage a smooth acceleration field, by penalizing neural-network parameters that give rise to large
local changes in accelerations along the stream track. An example output is illustrated in the bottom right panel, where each
cartesian component of the stellar stream is “unwrapped” along the �-axis, and color-coded by the inferred accelerations.

consistent with the local properties of the acceleration
field where each stream resides, and is fully data-driven.
Alternatively, interpretable analytic models for the po-
tential can be fit to the estimated accelerations along
each stream to recover physical parameters.

The paper is organized as follows. In §2 we intro-
duce our method for estimating accelerations from stel-
lar streams. We provide a probabilistic framework to
connect our model to the data in §2.2, and discuss regu-
larization of the inferred acceleration field in §2.3. In §3,
we apply our method to simulated stellar stream data to
demonstrate an accurate reconstruction of the accelera-
tion field in a known ground truth potential. We com-
pare our approach to fitting stellar streams with orbits
in §4, and demonstrate accurate potential reconstruc-

tion in §5. We provide a discussion of our method in §6,
along with limitations of this work and future directions.

2. METHOD

We now introduce our approach for estimating the
galactic acceleration field from phase-space measure-
ments of stellar streams. We provide a brief summary
of our approach below, and a more technical description
in §2.1.

Stellar streams are populated by stars on proximate
but distinct orbits. Diversity among the orbits depends
upon the potential of the progenitor, its history of mass
loss, the mean potential of the galactic host, and per-
haps on substructure within the host’s halo. Absent the
last of these, one expects the local mean of the orbits
to vary slowly along each arm of the stream. Motivated
by these considerations, in this work we treat stellar
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Figure 3. Top Row: Mock stellar stream plotted in galactocentric x, y, and z coordinates (black scatter points). The bulk
motion and position of the stream is parametrized with a flexible neural network, x✓(�). We illustrate this parametrization with
the colored curve, color-coded by the � value along the stream. Bottom Row: For the same mock stream, we plot the unit-vector
trajectories of tracers in the x, y, and z direction (black scatter points). The red curve is our parametrization of these points,
taken as the derivative of the colorful curve in the top panel with respect to �, and normalized. The parametrized curves in this
figure are generated from a single neural network. Streams are unwrapped using the method described in Appendix A.

nearest neighbors with momentum, since the algorithm
moves along the stream following the local motion of
tracers. This algorithm connects adjacent particles in
phase-space, allowing us to assign an ordering to par-
ticles. Due to the momentum condition, the algorithm
inevitably passes over some stream particles without in-
corporating them into the nearest neighbors graph. To
fill in these gaps, we require a flexible interpolation func-
tion which maps a tracer particle in 6d phase-space to an
ordered scalar parameter �. We adopt an auto-encoder
neural network to assign a suitable ordering to tracers
that were left out of the graph. This neural network
maps a phase-space coordinate (xi,vi) to a scalar �i,
with the arbitrary condition that the output of the auto-
encoder, �i, is in the interval [�1, 1]. This method is
found to successfully assign a scalar parameter � to a
variety of stream morphologies. We use this method
for all mock streams in this work (e.g., in Fig. 3), and
expand upon this discussion in Appendix A.

We compared our nearest-neighbor-with-momentum
technique to classical dimensionality-reduction methods
such as kernel PCA (Schölkopf et al. 1999) with a radial-
basis-function kernel, and found that traditional tech-
niques could not successfully unwrap stellar streams.

3. APPLICATION TO MOCK STELLAR STREAMS

In this section we generate multiple stream systems
in a ground-truth gravitational potential, and fit these
streams directly using the methods introduced in §2 to
sample the underlying galactic acceleration field.

3.1. Generating Mock Stellar Streams

We focus primarily on dynamically cold streams with
globular-cluster progenitors. The disruption of globular
clusters has been studied extensively in direct N -body
simulations (see, e.g., Heggie & Hut 2003; Küpper et al.
2010), which have shown that clusters tend to experi-
ence mass loss driven by the tidal forces of the host
galaxy and two-body relaxation. Stars which escape the
progenitor’s tidal radius have slightly di↵erent energies
from that of the progenitor, and therefore somewhat dif-
ferent orbits in general (Eyre & Binney 2011; Sanders &
Binney 2013b).

We generate mock streams in a given potential using
the “particle-spray” method from Fardal et al. (2015)
implemented in the Gala package (Price-Whelan 2017a).
This method is not a direct N�body simulation of glob-
ular cluster disruption, though it provides a prescription
to reproduce streams generated in such simulations ef-

図４:フィットの結果（上：位置、下：速度）


